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Abstract 

 

This is a companion appendix to the main paper. The appendix has five parts. Part A discusses 

patterns in the data that support the assumptions of multiple-razor ownership and perfect 

durability of razors used in the dynamic demand model. Part B extensively details the steps used 

to clean the raw data for estimation. Part C reports on in-sample and out-of sample fit for the 

structural model, and also presents estimation results from nested models. Part D discusses 

computational details regarding estimation of the model, numerical approximations for the 

dynamic program, and simulation of long-run elasticities. Finally, Part E reports statistics on 

switching between blade types that we observe in the data. 

 

Appendix A: Patterns in Data suggestive of Perfect Durability and Multiple-Razor 

Ownership 

 

We assume perfect durability & multiple-razor ownership for the following reasons. In the data, 

we rarely observe the same household buying the same razor brand more than once during the 

time-period of our data. Further, we observe several instances in the data of consumers switching 

between blade packs without purchasing razors in between. This suggests that households 

potentially hold several razors at the same time, which motivated our expanding the state space 

to allow for multiple-razor technology ownership by consumers. Finally, we also observe patterns 

in the data where consumers are observed buying blades of a given brand, on purchase occasions 

that are far apart in time, without purchases of any associated razors of that brand in between. 

This suggests that our no disposal assumption regarding razors ownership is reasonable. Below 

we present descriptive patterns of the data that indicate the extent of occurrence of these 

patterns in our dataset.  

 

The table below reports on the frequency of pack-sizes bought by consumers, subsequent to an 

observed Mach purchase by a consumer. We see a fair number of non-Mach blades purchased, 

which would all have to be dropped from the data if one imposes the assumption of holding only 

the most recently purchased razor. 

 

Brand Pack size Freq. Percent Cum. 

Mach 3 4 8.16 8.16 

Mach 4 7 14.29 22.45 

Mach 8 1 2.04 53.06 

Mach 20 3 6.12 63.27 

Schick 4 10 20.41 83.67 

Schick 8 5 10.2 93.88 

Disposable 4 2 4.08 97.96 
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Disposable 8 1 2.04 100 

Disposable 20 4 8.16 8.16 

Disposable 60 7 14.29 22.45 

  49 100.00  

 

Finally, in our data, we observe only 4 consumers who bought more than 1 Mach razors during 

the 56 week period of the data.  

 

Appendix B: Data Cleaning 

 

In order to obtain a dataset suitable for estimation, we undertook several steps to clean the raw 

data. First, we restricted attention to households that purchased at least one male razor or blade 

pack during the period of the data. Second, our desire to model discrete choices over packs 

required us to define a finite set of possible pack sizes and to group each observed purchase 

within this set of mutually exclusive choices.  This task was easiest within the Gillette 

technologies because we were able to define a choice that corresponded to each pack size.  

Furthermore, large pack sizes are typically twice the size of smaller pack sizes (Machs are sold in 

4 and 8 packs while Sensors are sold in 5 and 10 packs) such that a purchase of two small packs 

could easily be coded as a purchase of a single large pack.  The Schick purchases were grouped 

into 4 and 8 packs based on the closest corresponding number of blades purchased.1 Disposable 

purchases were grouped into 4 packs, 8 packs, 20 packs and 60 packs based on which of these 

pack sizes most closely approximated the total number of blades purchased during the week.2  

While one might prefer to accommodate this large number of pack sizes with a continuous choice 

of the number of blades, the reality is that blades are sold in discrete quantities and modeling 

choices over discrete pack sizes is important to accommodate the nonlinear pricing implied by 

per-blade prices that decrease with the size of the pack. Consequently, other researchers who 

have considered stockpiling behavior (EIK and Hendel and Nevo, 2006) have also modeled 

discrete choices over a finite number of pack sizes. 

 Third, we also model consumers to make a discrete choice over the channel visited.  We  

use the following rule to assign consumers observed to be visiting multiple channels in the same 

week, to a single channel. If we observed them purchasing a razor or blade pack in a given week, 

we assume they only visited the channel in which they made that purchase.  If we do not observe 

them purchasing in the category, we assign them to the channels in the following order: Club 

Stores, Mass Merchandiser; Drug/Grocery. For example, if a customer visits a grocery store and a 

club store and does not purchase in the category, we assume they visited a club store.  The reason 

for this is that club stores and mass merchandisers are visited rarely, while grocery stores are 

visited quite often.  We would rather slightly over represent the small visit share of club stores 

and mass merchandisers than over-represent the already large share of visits to grocery and drug 

stores.3 

Finally, the period of our data includes the Gillette Mach razor, the Gillette Sensor razor, 

as well as the Schick Xtreme3 and Tracer (the data does not include the Schick Quattro which 

                                                 
1 Six 10-pack cartridges were grouped into the 8-pack choice, nine 5-pack cartridges were grouped into the 4-

pack choice, ten Schick razors which typically contained 3 blades were grouped into the four pack choice, two 

Schick razors which contained 4 blades were also grouped into the 4-pack choice, and the remaining five 

Schick razors also involved a 4-pack refill purchase and were consequently classified as 8-pack purchases.    
2 4-packs included as many as six disposable blades.  8-packs included as many as twelve disposable blades 

and also included packs with as few as 4 blades if multiple blade packs were purchased during the week.  20-

packs typically include packs with 24 or fewer blades, though there was one 40 pack included in this group.  

60-packs included a blade pack as large as 74.  In our model, this measurement error in the number of 

blades actually purchased will be absorbed in the same manner that random variation in blade usage is 

accommodated. 
3 An alternative is to move to a model specified at the daily or bi-weekly level, which would be unnecessarily 

burdensome. 
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was introduced in late 2003). In the data, we observe several purchases of Mach razors and 

blades, but observed little or few purchase of Gillette Sensor or Schick razors, in spite of 

observing blades bought. While Gillette also sold the Sensor razor model during this time period, 

we see primarily refill purchases of this technology to established customers (195 refill cartridges 

were sold, while only 5 razors were sold across consumers in a 1 year period). Further, the share 

of Schick Xtreme3 and Tracer razors was very limited.4 Given that Gillette Mach is the only 

dominant razor and blade system in the market at this time, we restrict the consideration of tied 

good dynamics to the Gillette Mach technology.  This implies that when modeling consumer 

choices, Mach refill packs only enter the consideration set after a Mach razor is purchased to 

reflect the tied good dynamics, but we allow consumers to choose from all Schick and Sensor 

packs regardless of their past purchase history.5     

 

Appendix C: Fit 

 

We use the last 12 weeks of the data to assess out-of-sample fit. We obtained predictions via a five 

step process. First, we estimated the model to obtain the mean & variance of the distribution of 

heterogeneity for all parameters from the sample. Using these and the observed data for each 

individual, we obtained posterior point-estimates of the parameters for each of the 725 

individuals. Second, taking these as given, the value functions describing optimal choices were 

solved 725 times, once for each individual.  Third, we used the value functions to determine the 

unobserved blade usage process for the first 44 weeks of the data.  Fourth, we used the value 

functions to form the choice probabilities at prices simulated from the bimodal distribution we use 

in forming customers price expectations. Fifth, for each individual, 4000 12-week histories of 

choices were drawn from these probabilities. Finally, we averaged over the 4000 histories to 

obtain the expected demand for each individual. The procedure is numerically intensive due to 

the need to re-compute value functions for each individual, and due to the need to keep track of 

serially correlated inventories for 2.9 million simulated individuals.  We present below the share 

of total purchases of each brand predicted by the model via this procedure.  

 

                                                 
4 Our data contain only 12 purchases of the Xtreme3 razor, 3 purchases of the Tracer and 2 additional 

purchases of other Schick razors.  These 17 Schick razor purchases compare to 71 purchases of the Gillette 

Mach razor during our data.  Furthermore Schick only sold 69 cartridge packs during this time period 

compared to 438 cartridge packs sold for Gillette Mach. 
5 Allowing customers to buy Schick and Sensor refill packs regardless of observed history facilitates our 

estimation in two ways.  First, modeling tied good dynamics of two additional technologies implies an 

increase in the computational time of our model that is much more costly than the benefit of accounting for 

the limited razor sales for these technologies.  Second, since most Sensor and Schick razors were likely 

purchased before our data begin, modeling their tied good dynamics would rely heavily on assumptions 

about initial conditions because there are very few observations to inform us about the incentives to 

purchase these razors.  
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Store Share and Brand Share

Out of Sample Fit

Actual Share Predicted Share

Store Shares of Purchases

Drug/Grocery 51% 53%

Mass 35% 35%

Club 14% 12%

Brand Share of Total Blades

Mach 27% 32%

Sensor 9% 11%

Schick 2% 3%

Disposable 62% 54%

 
 

Looking at the above table, we find that the fit of the model is very good. We under-predict 

disposable purchases, and slightly over-predict Mach purchases, but do extremely well on the key 

dimension, i.e., capturing the store at which inventory is endogenously accumulated. In the figure 

below, we also plot the out-of-sample fit of the model by brand-and-store type. We believe the fit is 

very good. 

 

Store and Brand Share of Total Blades Sold

Out of Sample Fit
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For completeness, we present below the in-sample fit of the model. We find the model is able to fit 

extremely well in-sample indicating we have done a reasonable job of accommodating the key 

features of the data in our application.  

 

Measures of Fit for Store Share and Brand Share

Actual Share Predicted Share

Store Shares of Purchases

Drug/Grocery 51% 52%

Mass 36% 35%

Club 13% 13%

Brand Share of Total Blades

Mach 25% 28%

Sensor 9% 7%

Schick 2% 3%

Disposable 63% 62%

 
 

Below, we also present analogous plots of the in-sample fit of the model by store-and-by-brand. 

Again, we find the fit of the model is good. 
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Fit of Store and Brand Share of Total Blades Sold
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We also provide comparisons to several nested models.  We compare our final specification to 

4 different models. These models are, 

 

• Model 1: “Static, Homogenous”: This is a static homogenous logit model in which 

consumers arrive each period at a store with some probability, and then choose to 

purchase a blade/razor pack from the available packs at that store, or to defer 

purchase.  

• Model 2: “Myopic, Counterpart”: This is the myopic counterpart to our structural 

model. This model obtains by setting the discount factor = 0. We consider a myopic 

specification in which the stock of blades does not directly enter consumer utility. 

• Model 3: “Static, Heterogenous, Reduced-form”: This is a heterogeneous logit model 

in which we add unobserved heterogeneity to all the consumer-level parameters. 

Consistent with the reduced form of an inventory model, we also allow current 

purchases to be history-dependent, by allowing the probability of purchase to be a 

function of the time since last purchase as well as the number of units bought at the 

last purchase occasion.  

• Model 4: “Dynamic, Structural”: This is our full structural dynamic model without 

allowance for explicit state dependence in purchases. 

• Model 5: “Dynamic, Structural with State-Dependence”: This is our final 

specification. 

 

The results from the estimation of these models are presented in the tables below. 

Comparing Model 2 to Model 1, we see that accounting for unobserved heterogeneity is very 

important, resulting in a large increase in fit. This is especially true in an inventory model 

where backing out unobserved inventory relies on credibly sorting out persistence in choices 

driven by unobserved heterogeneity. Model 3 adds functions of past purchase history into the 

specification. Consistent with an inventory model, model 3 shows that current purchase 

behavior is statistically significantly correlated with past purchase behavior. Allowing for 

this correlation improves fit.  Model 3 also highlights a disadvantage of a reduced-form 

approach to addressing demand for storable goods. We know that past quantities and inter-

purchase time matters, but have little or no guidance in how they should enter the purchase 

probabilities (further, we don’t believe that these should directly enter consumer’s indirect 

utility functions). Model 4 reports on results from the structural model which uses the 

dynamic model to parsimoniously incorporate the correlation between purchase history and 

current purchases. We see that incorporating the dynamics has improved fit significantly. 

Finally, Model 5 adds structural state dependence to Model 4. Model 5, our final 

specification, has the best fit, as well as the lowest BIC. Our take away from this exercise is 

that the incorporation of dynamics and unobserved heterogeneity is important to fit the 

patterns observed in our data. 

 

Model -Log-likelihood BIC 

Model 1: “Static, Homogenous 60767 121,605 

Model 2: “Myopic counterpart” 60460 121,004 

Model 3: “Heterogeneous, Static, Reduced-Form” 60306 120,751 

Model 4: “Dynamic, Structural, No Purchase Disutility or 

State Dependence (from Revision 1)”” 
50533 101,481 

Model 5: “Dynamic, Structural with State-Dependence” 47843 96,128 

 

 

Appendix D: Computational Details 
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The system of equations 11-15 defined in the paper jointly define the value functions that 

determine the optimal choices for the consumer. Following Rust (1987), the integration with 

respect to the iid extreme value shocks can be performed analytically. The resulting value 

functions are defined recursively and cannot however be solved for analytically. Following 

standard arguments (e.g., Rust 1996), the resulting system of functional equations are a 

contraction mapping for the corresponding alternative specific value functions. Hence, 

iterating on the system from an initial guess for the values is guaranteed to converge to a 

unique fixed point. This facilitates numerical computation. We approximate the value 

functions numerically over a grid of the state variables, and compute them by value function 

iteration. To evaluate 14 and 15, we separately evaluate the expected payoffs, and pick the 

maximum. Given three outlet-types and the set of pack sizes available at each store (see 

table 2), the system of equations 11-15 above corresponding to our empirical application is of 

dimension 28 (i.e., we compute 28 alternative-specific value functions). Due to the size of the 

problem, we use a finite horizon of sixty weeks to approximate the solution. One solution of 

the values took about 134 seconds on an Intel Xeon architecture PC. 

 

As described in the paper, the probability of purchase for each week t is given by a logit 

function in the alternative-specific values. The model implies that the probabilities are: 
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and, ρit,zit,bit,kit,Ωit,pkt are state variables for the individual each week. 

 

Simulating Long-Run Elasticities 

We first make N = 725 draws from the distribution of estimated consumer preferences, to 

obtain 725 consumers representative of those observed in the data. For each consumer we 

simulate 4,000 different purchase histories to simulate the integrals over the extreme-value 

distribution representing idiosyncratic alternative-and-time-specific unobservables. We begin 

in week 1 in which the customer has a disposable technology and no blades.  We then draw a 

store choice based on the individual’s estimated preferences and a vector of prices from the 

joint distribution of prices at that store.  Then we take 4,000 draws of the vector of extreme 

value unobservables.  Combining these draws with the simulated consumers’ value functions 

found by solving the dynamic programming problem, we simulate 4,000 choices in the first 

period for each of the 725 consumer types considered.  These choices, together with the initial 

state imply 725X4000 = 2,900,000 different states for the second period.  In the second 

period, we draw a new store choice, a new price vector, and a new set of extreme value 

draws.  We use these to determine 2,900,000 second period choices, which together with the 

states imply states for the third period.  We repeat this for each of 52 weeks, such that we 

obtain 2,900,000 purchase histories of a one year length.  This allows us to determine the 

expected number of razors and blades purchased at each store.   

We then perform the same simulation using the same draws for a case in which the 

value functions are derived from a solution of the dynamic programming problem in which 

grocery/drug prices for the Mach razor are 10% greater than the true distribution (i.e., this is 

our hypothetical price change).  This requires the re-computation of the value function for all 
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the consumers to generate a new set of 2,900,000 purchase histories of one year. This second 

simulation gives us the expected number of razors and blades purchased under the 

counterfactual of higher Mach razor prices at the grocery and drug channel. Consumer 

expectations and choice behavior under this scenario thus reflect the permanent increase in 

the price level of the Mach razor-pack. Our estimates of long-run elasticities are then 

computed as the percentage difference in the total sales of razors and blades at each outlet, 

between the two simulations.6  We repeat this exercise for two other hypothetical price 

changes (i.e., a change in blade prices at drug/grocery and at club stores). 

 
Appendix E: Switching 

 
Substitution between razor technologies is identified from observing switching between blade 

types in the data. The table below presents statistics of the switching patterns observed in 

the data. 

 
Table: Switches of Blade Technologies 

 

Switch from blades  

of type: 
To blades of type: Proportion 

Mach 4.17% 

Schick 1.85% 

Sensor 

Disposables 10.19% 

Sensor 1.39% 

Schick 3.24% 

Mach 

Disposables 19.91% 

Sensor 0.46% 

Mach 3.70% 

Schick 

Disposables 4.63% 

Sensor 8.80% 

Mach 37.04% 

Disposables 

Schick 4.63% 

Notes: Table shows the proportion of switches from the blade technology in column [1] to a blade technology in 

column [2], across all observed consumer-weeks. There are a total of 216 observed switches in the data. 

 

                                                 
6 Computation of long-run effects in dynamic models such as ours is numerically intensive. In our 

simulation above, computation of an elasticity with respect to each price change requires the 

simulation of 5.8 Million (2X2.9 Million) purchase histories. The computational effort per simulation is 

linked to the fact that each requires the solution of 1450 dynamic problems (725 consumer types X 2 

runs) which each takes 134 seconds, plus simulation of the history conditional on these solutions, which 

takes an additional 150 seconds per DPP solution.  Hence, it takes roughly 57 computing hours to 

calculate elasticities for one hypothetical price change. 


